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Abstract. Our goal for this work was to generate aesthetic, computationally generated art using our
computational photography skills and deep convolutional neural nets. We implement image and video style
transfer using deep neural networks, optimizing for aesthetic value and fast training and transfer runtime.
We initially implement single image style transfer, then add optimizations such as optical flow warping for
video style transfer, before finally implementing a feed-forward neural net for pre-training styles to speed
up the transfer process. We conclude this work with a basic implementation for 360 videos. Our approach
combines 2 existing implementations for style transfer, one for speed and one for video stabilization, in a
novel way to generate aesthetic, temporally consistent videos.
1. Introduction
There exist many papers that give interesting
contributions to the issue of style transfer,
particularly using deep neural networks. In style
transfer, high-level feature representations of
images are extracted from hidden layers of the
VGG convolutional network [4], to separately
represent both the style and content of images.
The present paper congregates various existing
methods in image and video style transfer,
optimizing for aesthetic value and fast transfer
runtime, into one single implementation. We base
our work around the following three papers.
Gatys et al. [1] showed that hidden feature maps
learned by a deep neural network could be used
to synthesize images which have the texture or
“style” of one image, while retaining the content
of another image. We initially followed this
paper’s methodology in performing style transfer
for still images. Ruder et al. [2] extended this
approach to transfer style for videos, introducing
new methods to generate consistent and stabilized,
stylized video sequences, even in cases with large
motion and strong occlusion. We based our video
style transfer work on this paper’s methodology,
testing and implementing what we considered to
be the most necessary functions of video frameto-frame stabilization. This involved the use of
optical flow. Because our videos were on average
40 frames per second, to save computation time
we needed a faster way to transfer the same style
to multiple images. Johnson et al. [3] presented a
novel approach to using a second, feed-forward
neural network for real-time style transfer. The

work pre-trains a second convolutional, feedforward neural network on a single style and
dataset around 100,000 images from the MSCOCO dataset. This results in orders of
magnitudes of speedup when transferring the
same style onto multiple images, as in our video
frames.
2. Style Transfer in Still Images
We based this section off of the work of Gatys et
al. [1] The goal was to generate a stylized image
x that has the style of an image a, applied to the
content of an image p. The key idea is that feature
maps encoded by convolutional neural networks
hold information about the content of an image,
whereas correlations between these feature maps
hold information about the image style. We
extract information from the layers of the VGG
Network, and pull 1 convolutional layer that
corresponds to image content, and 5
convolutional layers that correspond to image
style. Gatys et al. uses Layers ‘conv4_2’ for
content and ‘conv1_1’, ‘conv2_1’, ‘conv3_1’,
‘conv4_1’ and ‘conv5_1’ for style. However, we
chose to follow more recent works such as Ruder
et al. [2] in using VGG Very Deep 19 network [4]
and ‘relu4_2’, ‘relu1_1’, ‘relu2_1’, ‘relu3_1’,
‘relu4_1’,
‘relu5_1’,
as
these
papers
demonstrated improved results over the original
work of Gatys et al. After this, all we have left is
a simple optimization problem, where we
minimize the loss function:
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Where 𝑤-".%/ , 𝑤4#5"/5" , 𝑤"6 are weights that
can be modified to control the relative importance
of each loss component. Our total variation loss
𝐿"6 (𝑥) is a parameter included for de-noising that
is not discussed in Gatys et al. but included as per
recommended in Johnson et al. [3] Although
these weights can be simplified to a ratio, we
leave them separate as we add further weights
when we move into video style transfer. Our
content loss is a simple mean squared error
between feature maps we extract by the network
from our original image p, style image a, and
stylized image x, which we call P, S, and F:
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%
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Where N, M are the dimensions of our feature
maps. Our style loss is a bit more complex. It
requires calculating Gram matrices of style
layers A, and our input image G, and taking the
mean squared error of these matrices:
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3. Optimization for Video
The naïve way to implement style transfer for
videos is to simply use our image style transfer
algorithm and perform this operation frame-byframe. However, this results in a lack of
consistency and smoothness between frames, as
the random nature of image stylization will lead
to different stylizations in frames that should be
very similar. Our approaches to solving these
issues are adapted from Ruder et al. [2] The
simplest but effective solution is to initialize style
transfer not with the base image, but with the
image from the previous frame. Thus stylized
regions without motion or heavy occlusion
should remain consistent between adjacent
frames. We use optical flow to deal with regions
of occlusion and motion of both objects in frame
and the camera itself. We calculated optical flow
between pre-stylized adjacent frames, and
calculated a warp to apply to a stylized frame, to
use as the initial image for the next frame. Ruder
et al. goes further in implementing temporal
losses as well as multi-pass algorithms. We chose

not to implement these methods, as our results
with optical flow alone on short test videos were
already very stable. These algorithms also have
poor compatibility with our feed-forward neural
net implementation (discussed in Section 4), are
difficult to create datasets and train, and are very
computationally expensive considering our goals
for this project.
4. Feed-Forward Image Transformation
Network
To improve latency of stylizing the frames of our
video, we used a feed-forward network
implementation to quickly approximate the
optimization of previous steps. This way, we train
our network with the same loss functions and
quickly generate stylings of images by passing
them through our image transformation network.
We follow an implementation very similar to
Johnson et al. [3]. Our network is composed of 3
convolutional down-sampling layers, five
residual layers, 3 convolutional up-sampling
layers, and a final tanh activation function to
output pixel values between [0, 255]. We take
advantage of instance normalization as discussed
by Ulyanov et al [5], and deviate slightly from the
exact tanh activation function used by Johnson et
al. We train our network on the MS-COCO
dataset with a batch size of 4. In addition, we
choose slightly earlier layers in VGG-19 to
calculate our loss, as we empirically found those
to have larger style representations in the final
image.
To perform the actual training, we pre-compute
the gram matrices of our style image (the style
representation we wish to emulate). Each
iteration, we feed a batch of images from our
dataset into our model, and calculate our loss
function based on the output of our model as
opposed to the optimized image in the previous
implementation. Using the same loss functions as
before, we additionally make sure to factor our
training batch size into our loss calculations.
5. Experiments
We trained on a Linux (Ubuntu 18), with a GTX
1080 and 8GB memory. Our implementation is in
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Python and TensorFlow, and uses OpenCV for
image and video processing. We experimented
with the two most popular optimizers, Adam and
L-BFGS. L-BFGS produced better results, with
more prominent styles transferred. Unfortunately,
it also consumes far more memory, more than our
computer could handle, particularly for batch
training, thus we use Adam in our final
implementation. Our actual training was done on
the MS COCO dataset, with 2 Epochs and a minibatch size of 4 on 512 x 512 images.

6. Results
Shown below are some of our favorite results for
still images. For a more comprehensive gallery of
final images and videos, please see our webpage.

Key takeaways: are that (i) parameters and
weights will drastically differ per style and
content image, sometimes by up to 2 orders of
magnitude (ii) convergence is faster with lower
style weight but the tradeoff is that images are
less stylized (iii) a higher learning rate than 1e-3
gave overall worse results even on the most
extreme style changes (iv) we get increased style
representation without noticeable increase in
convergence time by raising beta functions in the
Adam optimizer (v) changing the tanh activation
function provides no noticeable differences in the
final model (vi) with our computational
limitations we achieved optimal results with a
batch size of 4 and 512x512 images. With more
memory, increasing both is preferable. (vii) Total
variance loss can be almost negligible and still
achieve fairly good de-noising given sufficient
iterations.
Further experimentation: is needed to solve our
main issue, which is that our feed-forward CNN
applies styles only in small repetitive patterns.
We believe this is due to our network architecture,
as we do not have this issue with our optimization
based approach. To remedy this we are
considering: (i) larger convolutional filters in the
first and last layer (ii) adding another layer of
convolutional filters at the beginning and end to
do further down sampling (iii) applying image
transformations in chunks, and either use
blending or a second neural net with baked in
seam losses to enforce consistency between
seams (iv) or finally, this is purely speculative but
we could fine tune the CNN after training once,
this may allow it to “learn” larger representations
of style.

Figure 1: Two example results of image style
transfer. The first transferring style from a
portrait to a bear, and the second a work of
Murakami with a building.
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7. Extension to 360 Videos
With this implementation, we are able to create a
fairly convincing style transfer for 360 Videos.
We simply perform our style transformation upon
a equi-rectangular projection of a 360 video.
Initially we aimed to generate an implementation
of a feed forward network that could perform
piecewise style transfer of a 360 video, while
maintaining a loss function to join seams. This
proved out of reach given time and computation
constraints we faced. However, the results of our
style transfer to 360 video are decent and can be
seen on our webpage (see section 6). The styles
are convincing at first glance, but lack a couple
features that a full implementation would have.
Because we trained on 512x512 images, the style
transfer is performed on a smaller scale, which
could result in repetitive patterns on our final
video. In addition, the styles would be projected
back onto a sphere from an equi-rectangular
projection, so only the styles near the middle of
the video would be true to life. Finally, there’s a
noticeably “stitch” where the two ends of the
equi-rectangular projection meet that shows in
the final stylization. This could be fixed with
either the aforementioned architecture, or with a
simple blending technique.

and apply it to future projects over the coming
months.
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8. Conclusion
The initial goal of our project was to generate
aesthetic, computationally generated art using our
computational photography skills and deep
convolutional neural nets. We aimed to
implement style transfer for images, videos, and
360 videos as time permitted. Unfortunately, due
to computational and time constraints, were
unable to get our full 360 video implementation
working in time. We successfully implemented:
style transfer for still images, an optical flow
assisted framework to stabilize transfer across
video frames, and implemented a feed-forward
CNN to rapidly speed up training multiple images
on the same style. We both learned and grew,
technically and artistically, over this project, and
had a great time doing so. In the near future, we
plan to expand this project to implementing the
full 360 video style transfer architecture, address
the topics of further experimentation in section 5,
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